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I QEMU Iintroduction

Fullsystem/User modemulation
Software emulation

Acceleratorsuch as KVM/XEN




I QEMU introduction

QEMU Is a user process
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I QEMU attack surfaces

Security Is aboutintrust data attack surfaces
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I QEMU attack surfaces

Device emulation Is the most,
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I QEMU attack surfaces
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. Spice Is for remote access to VMs
Contains Protocol, Client, Server, Guest

QEMU Machine Protocol(QMP),
allows application interact with QEMU

Malicious image

gemu

VNC for remote access, not only VMS . fom exerna
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I Attack from guest

. Device emulation is the biggest data from vm
source ofvulns qeme
. virtio, io paravirtualizatiorfor kvm -
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|

3rd lib | virglrenderer




I Attack from guest -device emulation

Most of the devices are software
emulation based

Guest Is unaware of the underlying
virtualization environment

Many devices should be emulated,
such as disk, network carelc

(Guest operating system

QEMU




I Attack from guest -device emulation

PCI devices exposes BAR(B
Address Register) Eﬁ.i::::,n (o] (] [one]
to OS, QEMU provides this

layer In device emulation T | PO VIVTTTe

The guest OS interacts with the device by reading and
writing to the BARSs registered by the device. BAR R/W
operations trap to the KVM and control is passed to

QEMU



I Attack from guest -device emulation
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Previously there has not been much
consideration of vulnerabilities present

in KVM -\

Data flow: GuestQEMU L

Guestdata isuntrustedand can be malicious




I Attack from guest -device emulation

. Two types of BARs: 10 port && MMIO

Malicious kernel module
actsas a driver

. Read/write 10 port/MMIO to trigger flaws




I Attack from guest -example

CVE-2017-2615

Quick emulator (QEMU) built with the Cirrus CLGD 54xx VGA emulator support is vulnerable to an out-of-bounds access issue. It
could occur while copying YGA data via bitblt copy in backward mode. A privileged user inside a guest could use this flaw to crash
the CEMU process resulting in DoS or potentially execute arbitrary code on the host with privileges of OEMU process on the host.

Find out more about CVE-2017-2615 from the MITRE CVE dictionary dictionary and NIST NVD.

Cirrus VGA

Bitblt copy in backward mode
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d in rop_8_@ (

f <error: Cannot access memory at address @x

in cirrus_bitblt_rop_bkwd_@ (s

f <error: Cannot access memory at address 0x

at hw/display/cirrus_vga_rop.h:81

@ in cirrus_do_copy|(5 @, dst=0

2, h=1) at hw/display/cirrus_vga.c:
bitblt_videotovideo_copy (s

1@ in cirrus_bitblt videotovideo (s=¢

at hw/display/cirrus_vga.c:915

10, reg_index=42,

?) at hw/display/cirrus_vga.c:1572
5f in|cirrus_vga_ioport_write (opaque=¢
, val=0, size=1) at hw/display/cirrus_vga.c:?2

in kvm_handle_io (port=975, attrs=...,
data ] direction=1, size=1, count=1)
at /root/qemu-2.7.@/kvm-all.c:1791

I Attack from guest -example

bw/dizplay/cirrus wgac | T +HH+———
1 file charged, 3 inzertions (4}, 4 deletionsi-)

diff —git a/bw/display/cirms wea o bflw/display/cirris wea o
index 958T3ae.. 3961712 100644
—— a/hw'display cirrus_vga.c
++ b/l Hsplay cirrus_wea. o

@ -277, 10 +277,9 @@ static bl:u:ull blit region iz u.nsafel{struct CirrusiGhstate *z,

1
if (pitch < 0) {
intfd_t min = addr
- + ({intfd_t)srecirrus blt_height-1) % pitch;
int3Z_t maw = addr

- + zrocirmz_blt_width;

- if fmin < 0 || max > s—rwga wvram size) |

+ + ({intfd_t)srcirrus blt _height - 1) # pitch

+ | = =scirris_blt_width;)

+ if (min < -1 || addr »= =swga.vram =size) |
return trme;

!
I elze {

1l.8.3.1
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I Attack from guest-virtio

virtio for 1o paravirtualization

Frontend inguest,Baciend In
gemu
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Decrease the VMXiIt
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vim

gemu




I Attack from guest-virtio

The guest: ad@uf/ kick / getbuf

Qemu: pop / push

Malicious guest write the data to
gemu




I Attack from guest-virtio

Everyvgueuehas a handler

. Handler pop the request fro
guest
. Allvirtio device process the

request with the same mode

}

void virtio_balloon_device_realize(DeviceState *dev, Error **errp)

s->ivq = virtio_add_queue(vdev, 128, virtio_balloon_handle_output);

void virtio_balloon_handle_output(VirtIODevice *vdev, VirtQueue *vq)

VirtIOBalloon %s = VIRTIO_BALLOON(vdev);
VirtQueueElement *elem;

Gi) {

elem = virtqueue_pop(vg, (VirtQueuetlement));

virtqueue_push(vg, elem, offset);
virtio_notify(vdev, vq);
g_free(elem);

}




I Attack from guest-virtio

request>cmd

Theregeustcan be filled
totally by the VM

Trigger a lot ofrulns

g>ctrl_vq = virtio_add_queue(vdev, 64, virtio_gpu_handle_ctrl_cb);
virtio_gpu_handle_ctrl_cb->virtio_gpu_ctrl_bh->
virtio_gpu_handle_ctrl->virtio_gpu_process_cmdg—>

virtio_gpu_virgl_process_cmd

void virtio_gpu_virgl_process_cmd(VirtIOGPU *g,
struct virtio_gpu_ctrl_command xcmd)

virgl_renderer_force_ctx_0();

(cmd->cmd_hdr. type) {

virgl_cmd_submit_3d(g, cmd);

VIRTIO_GPU_CMD_TRANSFER_TO_HOST_2D:
virgl_cmd_transfer_to_host_2d(g, cmd);
VIRTIO_GPU_CMD_TRANSFER_TO_HOST_3D:
virgl_cmd_transfer_to_host_3d(g, cmd);

?

cmd->error = VIRTIO_GPU_RESP_ERR_UNSPEC;

?




I Attack from guest-example

VirtFS paravirtualized
filesystem

Share files between
host/guest




I Attack from guest-example

A handler array to process
the request

Every handler wilinmarshal
the argfrom guest

Vulnsoccur if not being
sanity check carefully




I Attack from guest-example
CVE-2016-9104

The MITRE CVE dictionary describes this issue as:

Multiple integer overflows in the (1) v9fs_xattr_read and (2) vOfs_xattr_write functions in hw/9pfs/9pc in CEMU (aka Quick
Emulator) allow local guest O35 administrators to cause a denial of service (QEMU process crash) via a crafted offset, which

triggers an out-of-bounds access.

int v9fs_xattr_write(Vv9fsState xs, VO9fsPDU xpdu, V9fsFidState *fidp,
uint64_t off, \uint32_t count)

(1 =0; 1<ecnt; i+) {
struct iovec *sg, int cnt) (WFitE_COUﬂt > Sg[i].iOV_IEﬂ) {

to_copy = sg[i].iov_len;

{

to_copy = write_count;

int i, to_copy;
ssize t err = @;
int write_count;
int64_t xattr_len;

}

memcpy((char *)fidp->fs.xattr.value + off, sg[i].iov_base, to_copy);

size_t offset = 7;

xattr_len = fidp—>fs.xattr.len;
write_count = xattr_len - off;
(write_count > count) {

off += to_copy;

write_count = count;
(write_count < @) {
err = —ENOSPC;
out;

write_count -= to_copy;

= pdu_marshal(pdu, offset, "d", write_count);




Qemu uses some 3rd lib
Virglrenderens used toaccelerate3D rendering

A lot ofvulnshas been found In this lib

CVE201/~6386 CVE201/~6355, CVR201~6317,CVE201~6210,
CVE201/~6209 CVE201/~5994,CVE201~5993,CVR201-5957,
CVE201/~5956 CVE201610214,CVE201 ~5937,CVE201610163,
CVE201~5580



I Attack from guest-3rd lib

virtio_gpu_handle_ctrl

A 4

virtio_gpu_process_cmdqg

A 4

virtio_gpu_virgl _process_cmd

virglrenderer lib
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kA A 4 w
virgl_cmd_co virgl_cmd_s virgl_cmd_set
ntext_create ubmit_3d __scanout

L 4

virgl_renderer_submit_cmd

gemu
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vrend_decode_block
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vrend_decode vrend_dec vrend_decode_se
create_object ode_clear t_vertex_buffers
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Attack from external




I Attack from external-vnc

VNC is for desktop sharing system . sion exea

based RFB protocol
QEMU has a butih vncserver

Severalvulnshas been found In this

gemu




I Attack from external-vnc

CVE-2015-8504

An arithmetic-exception flaw was found in the OEMU emulator built with VMC display-driver support. The VNC server incorrectly
nandled "SetPixelFormat’ messages sent from clients. A privileged remote client could use this flaw to crash the guest resulting in
denial of service.

Find out more about CVE-2015-8504 from the MITEE CVE dictionary dictionary and MIST NV

=)

void set_pixel_format(VncState #vs, int bits_per_pixel,
int big_endian_flag, int true_color_flag,
int red_max, Int green_max, Int blue_max,
int red_shift, int green_shift, int blue_shift)

void write_png_palette(int idx, wint32_t pix, void *opaque)

color->red = ((red * 255 + vs->client_pf.rmax / 2) /
vs->client_pf.rmax);
color->green = ((green * 255 + vs—>client_pf.gmax / 2) /
vs->client_pf.gmax);
color->blue = ((blue * 255 + vs—>client_pf.bmax / 2) /
vs->client_pf.bmax);

vs->client_pf.rmax = red_max;
vs—>client_pf.gmax = green_max;
vs->client_pf.bmax = blue_max;




I Attack from external-spice

. Spice Is for remote access [guos QEMU
User Application
Jr QXL to Red » Spice Client
Vm S GDI/X Engine i
Jr Send Queue
GDI/X to QXL P_ommands Rin b@
. Protocol,Client,Serveand |2 | o Jot D T
— QXL Device libspice

guest

Vulnscan exist imgxl driver-
>device, clientserver




I Attack from external-spice

CVE-2016-9578

A wulnerability was discovered in spice in the server's protocol handling. An attacker able to connect to the spice server could send

crafted messages which would cause the process o crash.

Find out more about CVE-2016-9578 from the MITRE CVE dictionary dictionary and NIST NVD.

diff —git a/=erver/reds. c bfserverfreds. c

index eTebcd3.. 953a95a 100644

— afzerver/reds. c

+H+ bf=erverfreds. c

@h 2186, 6 +2186, 14 @2 sztatic woid reds_handle read lirk deone(woid #opague)

o+ o+ +

link mesz—um charnel caps | GUINTIZ2 _FROM_LE (link mess—rrom_charmel caps);
link mess—rum common caps o GUINT32_FROM LE(link mess—>mum commor,caps)

#% Prevent DoS. Currently we defined onlw 13 capabilities,

# I expect 1024 to be walid for quite a lot time */

if (link mesz—rmum_charmel caps > 1024 || link mess—rum common caps > 1024)
reds send lirk error (link, SPICE_LINE _EFE_INVALID DATA)
reds_link free (link) ;
return;

1

mm_caps = lirk_mess>rum_commor_caps + link mezs—rrom_charnel caps;
caps = fMirmt 32t #) (fuintd + #)1ink mess + link mess—»caps_offszet]




I Attack from external-gmp

HMP/QMP is used to interacted with QEMU
Lightweight, texdbased data format

Very useful, such as capabillities negotiation,
device (unhotplug,




I Attack from external-gmp

CVE-2015-8619

An out-of-bounds write vulnerability has been found in the QEMLU emulator built with Human Monitor Interface(HMF) support.
The issue occurs when the 'sendkey’ command (in hmp_sendkey) is processed with a 'keyname_len' that is greater than the
"keyname_buf array size. A user or process could exploit this flaw to crash the QEMU process instance (denial of service).

Find out more about CVE-2015-8619 from the MITRE CVE dictionary dictionary and MNIST MVD.




